How we built a depth-95 phase oracle
for the Classiq logo

One sandwich, two small codes, and a search over the codes instead of the circuit

PoJen Wang
pwang529@gmail.com

Abstract

The Classiq challenge asks for a quantum circuit that puts a minus sign on the 1097 black
pixels of a 64 x 64 logo, using u3 and cx gates on at most 18 qubits, scored by depth. The
organisers’ reference circuit has depth 5329. Ours has depth 95 and 272 cx. This note
explains the method in four steps. First, the whole logo is handled by one compute, flip
the sign, uncompute sandwich, whose compute step splits into a code read from the column
bits and a code read from the row bits; the two codes sit on different qubits, so they run at
the same time. Second, the codes are small: a column says how far from its centre line it
still reaches, a row says how far it sits from its centre line, and the middle of the sandwich
compares the two. Third, we list every code word each column and each row may use, which
makes the two codes independent, so any legal column code works with any legal row code.
Fourth, a simulated annealer searches for short codes millions of times per second, steered
by a cheap depth estimate that we trust for direction but never for the final choice. A last
round of exact rescheduling and SAT re-synthesis takes the circuit from 107 to 95.
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1 The method on one page

Our final circuit has depth 95 with 272 cx, against 5329 and 3502 for the organisers’ reference
circuit [1]. Most of that gap comes from four ideas, which figure 1 lays out with the depth each
one bought.

1. One sandwich for the whole logo (section 3). Compute a little information about the
pixel, flip the sign once, then undo the computation. The compute step is split into a part
that reads only the column z and a part that reads only the row y. They sit on different
qubits, so they run at the same time.
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2. Row and column codes (section 4). The column part writes a 4-bit radius, the row part a
4-bit distance, and a pixel is black when the distance fits inside the radius. A few flag bits
handle the square and the bar.

3. Contracts and pairing (section 5). We list every code word each column and each row
may produce without breaking the picture. With those lists, any legal column code works
with any legal row code, so the two halves are searched separately.

4. Searching the codes instead of the circuit (section 6). A simulated annealer edits code
circuits millions of times per second, guided by a cheap depth estimate. The estimate decides
where to look; the real compiler decides what to keep.

A final round of exact rescheduling and SAT-based rewriting (section 7) took the circuit from
107 to 95 layers without changing the codes.

Compute codes, flip the sign once, uncompute. Col-

—— umn code and row code on disjoint qubits run in the
1. one sandwich same layers

[ | for the whole logo

Three per-shape sandwiches in series: 231. One
—— whole-logo sandwich: 193, then 179 by exact
rewrites

Column: a 4-bit radius R and two flags. Row: a
4-bit distance d, a side bit s and two flags

7[ 2. row and column codes ]—

The middle tests d + s < R and multiplies flags: one
formula draws all four shapes

Every word each column (323 in all) and each row

3 tract (2109) may say, pruned to a fixed point
. contracts
depth 95 7{ and pairing l_ -
272 cx | | Any legal column code works with any legal row
(baseline code: N + M searches give N X M circuits
5329) Simulated annealing on gate lists, millions of candi-

dates per second, steered by a depth estimate

First annealed column code: 179 — 147 in one step.
Pairing, compiling and keeping the best: 107

4. search the codes,
not the circuit

The estimate ranks well on average (0.89) and
—— poorly near the best codes, so every candidate is

compiled
|| 5. polish the Exact rescheduling, gate moves and SAT re-
finished circuit = synthesis of the phase block: 107 — 95, codes un-

changed

Figure 1: The method as a map. Each branch is one idea of the method, in the order the sections
present them, with the depth it bought. Ideas 1 to 4 design the circuit; idea 5 packs a finished circuit
more tightly. The baseline is the organisers’ reference circuit.

Who this is for. We assume you know what a qubit, a cx gate and a circuit diagram are.
We do not assume any background in compilers or logic synthesis; every such idea is explained
where it first appears.

Companion notebook. The notebook classiq-challenge-depth-95-explainer.ipynb
ships with this report, together with one helper script and a data/ folder that holds every circuit
and search log it reads. It recomputes every plot in this note in under a minute on a laptop, and
runs a short annealing search live.



2 The problem

2.1 A phase oracle for a picture

Put the column z € {0,...,63} of a pixel on six qubits and the row y on six more. A phase
oracle for the logo, the kind of circuit Grover’s search algorithm queries [2], leaves every basis
state as it is except for a sign:

Ur [2)[)|0)*0 = (=1)7@¥) |2)]y)]0)*°, (1)

where f(x,y) =1 on a black pixel. The six extra qubits are helpers. The circuit may use them
as scratch space, but they must end in |0) again, so that the oracle behaves the same on any
superposition of pixels. That gives 18 qubits in all: x on gg—¢5, ¥ on ge—q11, and helpers on
d12—q17-

The rules are simple. The circuit may contain u3 gates (any one-qubit gate) and cx gates
between any two qubits. It is scored by its depth, the number of layers of gates, with the cx
count as a tie breaker. Two gates can share a layer when they act on different qubits.

The logo (figure 2) is the union of four shapes that the challenge defines exactly: a square
(2 <x<26,29 <y <53),abar (26 < z < 49, 39 < y < 43), a small disc D; with
(x —55)? + (y — 41)% < 42, and a big disc Dy with (z — 40)2 + (y — 19)? < 72. Together they
light 1097 of the 4096 pixels.

64
1097 lit cells of 4096. 625 +
12041374225—-5—5 = 1097:
the two hatched columns =z =
26 and z = 49 are counted
o Dy: 137 twice, 5 cells each.
48 square:

x| Every row of every piece is a
single interval about a centre
column (z = 55 for Dy, z =
bar: 120 40 for D>), so the column
side need only say how far out
this column still reaches.

y (row, wires ge—q11)
w
¢]

Do: 225 Dashed: row 41, the centre
................................................ e of the square, the bar and D;.
16 | Dotted: row 19, the centre of
Do. Every piece is symmetric
about one of these two rows.
0
0 16 32 48 64

z (column, wires qo—q5)

Figure 2: The target: four overlapping shapes on a 64 x 64 grid. Each shape is symmetric about
one of two rows, row 41 (dashed) or row 19 (dotted), and in every column each shape covers a single run
of rows. The codes of section 4 are built on these two facts.

2.2 Depth is about packing

Depth counts layers, and one layer can hold many gates as long as no two of them touch the
same qubit. So two pieces of work on disjoint qubits cost the longer of the two, while two pieces
on the same qubits cost the sum:



piece A on qq, q1, qo: 3 layers piece B on g3, q4,q5: 2 layers A then B: 3 layers
piece A on qg, q1,qo: 3 layers piece C on qo, q1,qe: 3 layers A then C: 6 layers

This one rule shaped the whole design. The organisers’ reference circuit covers the logo with 18
rectangles and marks them one at a time. Every rectangle needs all twelve coordinate qubits, so
the rectangles cannot overlap in time and their depths add up to 5329. We wanted a circuit
whose expensive parts live on different qubits, so that a scheduler can stack them in the same
layers.

3 One sandwich for the whole logo

3.1 Compute, flip the sign, uncompute

Almost every oracle that uses helper qubits has the same three-part shape, often called compute—
uncompute [3]:

E  compute some useful bits from x and y onto the helpers (the encoder);
® flip the sign, depending on those bits (the middle);
ET  run the encoder backwards, which returns the helpers to |0).

The middle only multiplies each basis state by 41, so running £ backwards afterwards undoes
everything except the sign. We call this shape a sandwich. A bonus of the exact undo is that
the encoder’s multi-controlled gates may use cheaper forms that are right only up to a phase,
since the undo cancels that phase [4].

Our first circuits used one sandwich per shape and ran them one after another. Each sandwich
needed all twelve coordinate qubits, so, by the packing rule of section 2, their depths added up.
That design stopped at 231 layers (figure 3a).

The design that won uses one sandwich for the whole logo and splits its encoder in two
(figure 3b):
e a column code E.y, which reads only the six x qubits and writes on four helpers;
e a row code F.oy, which reads only the six y qubits and writes on the other two helpers.
The two codes share no qubit, so they run in the same layers, and the encoder costs the longer
of the two instead of their sum. An early whole-logo circuit started at 260 layers. We then
let an LLM-driven program-evolution loop, ShinkaEvolve [5] (in the spirit of FunSearch [6]),
propose rewrites of the construction, each scored on the full compiled circuit. Together with a
few rewrites by hand, this took the circuit to 202 layers, already shorter than 231 although its
codes were crude.

Two pricing rules follow from this shape, and the rest of the method leans on both:

Two pricing rules of the sandwich

1. Every layer of a code is paid twice, once on the way in and once on the way out. A layer
of the middle is paid once.

2. The two codes run in parallel, so the circuit is roughly as deep as its longer side.
Shortening the shorter side buys nothing.

3.2 Where the outputs live

There are no spare qubits: twelve hold the coordinates and only six are helpers. So each code
writes its outputs partly on top of its own input qubits, and only the exact undo at the end puts
x and y back. Figure 4 shows where every output bit sits in the final circuit. The column side



(a) one sandwich per shape: 231

layers 231 layers  Serial by construction. Each shape
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big disc small disc  square + bar | another.

(b) one sandwich for the whole
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. iy column code and one row code
column side, 10 wires FE.o 88 | E;rol 88 | serve all four shapes at once, and
R 1' they touch disjoint wires, so they
occupy the same layers. 202 =

ing both sides slides the middle into the tail of the
code. This is an early whole-logo
circuit; later codes are much shorter.

1

the middle, read- ® 50 | 88 + 50 + 88 — 24: the compiler even
:
1

| \
row side, 8 wires Erow 75— El . 75 :

time, one layer = 0.25 mm; both panels to the same scale

Figure 3: Serial sandwiches against one shared sandwich, drawn to one time scale. (a) Three
per-shape sandwiches each need every coordinate qubit, so they run in series. (b) One sandwich for the
whole logo: the column code and the row code sit on disjoint qubits and run side by side, and the middle
reads both. Even this early version, with long codes, is shorter.

owns ten qubits (x plus gi4—q17) and the row side owns eight (y plus ¢i2, ¢13). A single gate,
cex(qo, @11 — q3), reads both sides; it saved six cx late in the campaign.

3.3 The finished circuit, layer by layer

Figure 5 draws the final 95-layer circuit as a sandwich, and figure 6 shows every one of its 527
gates in the layer where it runs. The sandwich is easy to see. Layers 1-43 hold 131 of the 272 cx,
mostly the two codes, with the column side (top ten rows of the plot) and the row side (bottom
eight) in the same layers. Layers 44-52 are mostly the middle and hold only 13 cx. Layers 53-95
hold 128 cx, and 127 of them also appear, with the same control and target, in layers 1-43: they
are the codes run backwards.

Figure 7 counts the same gates per qubit. The column helpers ¢14—¢17 and the top row bit
q11 carry the most work, and gig is busy in 81 of the 95 layers, while ¢g and g7 are busy in only
18. Depth is set by a few crowded wires, which is why the search in section 6 targets the column
code and the time its helpers stay busy.

4 Row and column codes

4.1 What should the codes compute?

The sandwich only helps if both codes are short, so the codes should carry as little information
as the middle needs. Figure 2 suggests what that is. Look at the logo one column at a time. In
every column, the black pixels of each shape form one unbroken run of rows, centred on row 41
or on row 19. So a column can be summarised by how far from the centre row it still reaches,
a row by how far it sits from the centre row, and a pixel is black when the second number is
within the first.



column side: 6 data wires + 4 helpers, 26 gadgets
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The outputs sit on the data. Three Four wires carry nothing named, and

column outputs land on x wires and six q12 carries garbage that no later gate

row outputs land on y wires; nothing is reads. It still has to be held to the end

copied to a spare wire, because there are and cleaned, which is why it is the wire

no spare wires. Only the exact adjoint both sides fight over.
puts z and y back.

Figure 4: Which qubit holds which output between a code and its undo, in the final circuit. Column
outputs (blue tags) and row outputs (green tags) are explained in section 4. The column side uses ten
qubits and the row side eight; one gate crosses between them.

bits meaning

column code R = RgR;R9R3 a 4-bit radius: how far from the centre row this column belongs

to a disc
fam “this is a bar column”
L “this is a disc column”
row code d =dpdidads  a 4-bit distance from this row to its centre row (41 or 19)
s 1 if the row is above its centre row
f “this row crosses the square” (29 <y < 53)
b “this row crosses the bar” (39 <y < 43)

One distance for two centre rows. The row code has to measure distances to two different
centre rows with the same four bits. It does this with a subtraction (figure 8). It computes
centre — y in four-bit binary and keeps the sign of the result as s. On or below the centre row
the result is the distance. Above it the result is negative, and its bits read one less than the
distance. Instead of spending gates to fix this, the middle tests d +s < R, which is the true
distance on both sides.



layers 1-43 44-52 53-95
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Two codes, one middle, two undos. The Layers, roughly. In the 95-layer circuit,
two codes touch disjoint wires, so they layers 1-43 hold 131 cx, the middle lay-
run in the same layers. The middle ® ers 44-52 hold 13, and layers 53-95 hold
reads both and only changes signs. Each 128. The column side is the longer side:
undo is the exact adjoint of its code, so in the 106-layer circuit, compiling each
the helpers come back to |0) and z, y side alone gave 106 layers for the column
come back untouched. side and 98 for the row side.

Figure 5: The whole oracle is one sandwich. Two codes side by side, one short middle ® that reads
both, and the exact undo of each code. The layer ranges are those of the final 95-layer circuit.

the depth-95 circuit: which qubit is busy in which layer

codes (column and row side by side): layers 1-43 middle codes run backwards: layers 53-95
q0 x0 I I
ql x1
q2 x2
q3 x3
q4 x4
q5 x5
ql4 helper

column
side

q15 helper
ql6 helper
q17 helper
q6 yo
q7 yl
q8 y2
q9 y3
ql0 y4
qll y5
ql2 helper

row
side

q13 helper

layer
k] W cx control N cx target

Figure 6: The final circuit, qubit by qubit and layer by layer. A coloured cell is a gate on that
qubit in that layer. The left and right blocks are near mirror images (the codes and their undo); the
middle block is short. The helper gi6 is busy in all nine middle layers, which is what stops the circuit at
95 (section 7).

4.2 The middle: one formula for four shapes

The middle reads the thirteen code bits and flips the sign when

¢ = fambf @ (f®&fam)LXC @ LR3 @ fRg (2)
— —_— ~~ ~~
bar discs correction square

is 1, where X = d3 @ R3 and C = 1[(d mod 8) + s < (R mod 8)] & R3. Products are ANDs of bits,
and @ is addition mod 2.



gates per qubit in the depth-95 circuit

column side: x qubits + 4 helpers row side: y qubits + 2 helpers

81
80 -
[___IVE] I cx control Bmm cx target

63

gates touching the qubit

q0 ql q2 q3 q4 q5 qla ql5 qlé ql7 q6 q7 q8 q9 qlo qll ql2 ql3

Figure 7: Gates per qubit in the final circuit, split into u3, cx control and cx target. The column
side (blue background) carries more work than the row side (green background), and the helper g6 the
most of all.

(a) the row y, its two bands, and the distance stored

y=24d=4,s=1 y=49:d=7,s=1
y=15:d=4,s=0 y=34:d=7,s=0
Dg rows 11—2:7 square,: bar and D; rows :29—53
| él o T o : lé T row index y
0 16 32 I 48 63
: 1
centre: row 19 centre: row 41

(b) why one bit flip cannot serve both bands

. So the code subtracts. It stores
bit 5 * 3 2 ..... ! 0 d = centre — y in 4-bit two's com-

wlofleflolloflalla L R e s bona
afafol[a]fo[o][1]  seweittre sermtion goes e

19@ 41 = 58 1{o}f 0 y — centre — 1, the distance on that
side minus one; s records which side,
a fold would need 63 - and the middle tests d + s < R,

the true distance on both sides. So

The two centres agree in bits 2 and 0 do—d3 and s are written once per
(dotted), so 19 @ 41 = 58: no fixed row whichever band it is in, and f
bit flip carries one band onto the other, marks the square and bar rows so
and there is no free fold. the column side knows which radius

its R means.

Figure 8: One 4-bit distance for both centre rows. (a) Rows of the big disc measure from row 19;
rows of the square, bar and small disc from row 41. (b) A simpler trick, flipping bits of y, would need the
two centre rows to differ in every bit, and 19 and 41 do not. So the code subtracts, keeps the sign bit s,
and the middle compares d 4+ s with the radius.

Figure 9 draws each term as a picture. Three of them need no arithmetic. The bar is a
column flag times two row flags, and the square is a row flag times the top radius bit. The
correction term covers the five columns x = 38, ...,42, where the big disc’s half-height is 8 and
so needs the fourth radius bit. The disc term holds the one real comparison: on a disc column
with radius below 8 it is exactly 1[d +s < R]. That comparison is why the middle contains a
small adder-like circuit (a ripple-carry comparator [7]), and it is the most expensive part of the
middle.

Why XOR rather than OR? A pixel covered by two terms cancels, and the formula is written
so that the cancellations land exactly on the white pixels. In return, a sign flip by an XOR, of



products splits into one sign flip per product, because (—1)*® = (=1)?(—1)®, so the middle can
apply the terms one at a time. This is the standard way to turn an XOR of products into a
phase oracle [8].

bar: fam-b-f discs: (fefam)-L-X-C correction: L-R3 square: f-R3 XOR of the four = the logo

- o Hl B

Figure 9: The four terms of the middle’s formula (2), evaluated on the real codes of one of our
circuits, and their XOR. Each black region is where that term equals 1. Overlaps outside the logo cancel,
and the XOR (right) is the logo with no wrong pixel.

Worked example: three pixels through the codes

The values below are the real outputs of the codes in our depth-138 circuit, whose column and row
codes were found by two separate searches.

pixel (x,y) R fam L d s f colour
(55,44), small disc 6 0 1 2 1 1 d+s=3<6: black
(55,48), above it 6 0 1 9 0 1 d+s=9>6: white
(10, 30), square 3 0 0 11 0 1 fR3 = 1: black

At x = 55 the small disc reaches 6 rows from row 41, and R = 6 says so. Row 44 is 3 above row 41:
the code stores d =2, s =1, and 2+ 1 < 6. Row 48 is 7 away. The code stores 9, which is not the
true distance but is just as good, since anything above 6 gives the right answer here. In the square
column x = 10 the radius is 13, but the middle only reads its top bit R = 1, and f R3 marks the
pixel black.

4.3 The codes themselves

Figure 10 plots the two codes of the same circuit next to the numbers they stand for. Where a
disc needs the number, the code is exact: the radius matches the disc’s true half-height in every
disc column, and the distance matches the true distance in every row a disc covers. Elsewhere
the code wanders. Under the square the radius takes any value from 10 to 15, because only Rs
is read. Far from every disc the distance only has to be large enough. The search of section 6
found these codes, and it used that slack to make them shorter. Section 5 turns the slack into a
tool.

5 Contracts and pairing

5.1 Writing down the freedom

The square columns showed that a code has choices: wherever the middle does not read a bit,
any value works. We made this exact. For every column x we list the set A, of six-bit words
the column code may write there, and for every row y the set A, of words the row code may
write. (The row code has one spare output bit g that the middle never reads, so row words have
eight bits.) A word is allowed if it still draws the right picture. Logic synthesis calls such free
outputs don’t-cares, and exact synthesis tools exploit them in the same way [9].



column code: one radius per column row code: distance to the centre line

20.0 25

W disc column (L= 1) W other B d (4 bits) = true distance to row 19 or row 41
square: only R3 is read == true half-height of the disc B s =1 (row above its centre)

0o LML . .
0 10 20 30 40 50 60
column x

Figure 10: The two codes of our depth-138 circuit. Left: the radius R written for each column;
black ticks mark the disc’s true half-height, which R matches on every disc column. Right: d + s written
for each row (the purple cap is s); the black line is the true distance to row 19 or row 41. The codes agree
with the geometry where a disc reads them and are free to differ elsewhere.

There is a catch. A column word is only right or wrong together with a row word, so the two
lists depend on each other. We settle that by pruning until nothing changes:

start every column may write any 6-bit word, every row any 8-bit word
repeat drop a column word if it draws a wrong pixel against SOME
allowed word of SOME row
drop a row word if it draws a wrong pixel against SOME
allowed word of SOME column
until nothing is dropped

What survives is the contract (figure 11, left). For the middle of equation (2) it allows 323
column words, between 1 and 9 per column, and 2109 row words, between 4 and 60 per row.
The column side splits into four groups:

columns allowed words what is fixed

0-1, 62—63 (empty edges) 8 Ry =fam=L=0
2-26 (square) 8 Ry=1,fam=L=0
27-31, 49, 61 (bar only, disc edges) 9 only R3 =0

32-48, 50-60 (discs) 1 all six bits

This reads like a summary of the picture. Under the discs the radius must be exact. Under the
square only Rs matters. Rows far from every shape may use up to 60 different words.
5.2 Why the contract makes pairing free

Because the pruning ran until nothing changed, every surviving column word is right against
every surviving row word. So:

Pairing

Any column code that writes allowed words on all 64 columns works with any row code
that writes allowed words on all 64 rows. With N column codes and M row codes, N + M
independent searches give N x M correct circuits.

This splits one hard joint search into two smaller ones that can run on different machines
and never talk to each other (figure 11, right). Checking a candidate code also becomes cheap.
A column code is correct if it writes an allowed word on each of the 64 columns, which is 64
table lookups instead of 4096 pixels.

10



the contract

start
every output word at every one

airing is free
of the 64 columns and 64 rows p g

c;: legal column codes

r;: legal row codes
\
remove a column word if it ‘1 €2 3 ¢4
= draws a wrong pixel against
’ some allowed word of some row 1 v v v v
1
repeat
| LI VA VAR VAR V4
N remove a row word if it draws
s a wrong pixel against some al- r3 | a v v
lowed word of some column
. ra | vl v || v
nothing left to remove
the fixed point: the contract
column 64 positions
323 allowed words Every column word is already right against
1-9 per column every allowed row word, and the reverse —
o 64 positions that is what the fixed point means. So any
2109 allowed words legal column code pairs with any legal row
4-60 per row code: N column codes and M row codes
give N X M correct whole words for N + M

searches, and none of the pairs has to be
checked.

The two sides can therefore be searched
separately, which is how the cam-
paign ran: anneal columns, anneal

rows, then pair the best of each.

Figure 11: The contract and why it makes pairing free. Left: allowed words are pruned until
nothing changes, and what remains is the contract. Right: because each column word is right against
every allowed row word, any legal column code pairs with any legal row code.

5.3 Pairing in practice

Figure 12 shows one real pairing run from the campaign: 6 annealed column codes against 4
annealed row codes, all 24 combinations built and compiled. Every pair draws the logo with no
wrong pixel. Changing the column code moves the depth by up to 2 layers. Three of the four
row codes give identical depths and the fourth adds one layer everywhere. This is the second
pricing rule at work: the column side is the longer side, so a better row code buys nothing until
the column code improves. From here on, the campaign scored each side alone by compiling a
half circuit: one code, the middle, and that code’s undo.

6 Searching the codes instead of the circuit

Hand-designed codes took the whole-logo sandwich to 179 layers. Below that, the codes were
found by a computer. This section describes the search, the cheap depth estimate that steers it,
and how much that estimate can be trusted.

6.1 What is being searched

A column code is a small reversible circuit on ten qubits: the six x qubits and four helpers
that start at 0. It is built from x, cx, ccx and ¢3x gates (a NOT with zero to three controls,
any of which may be negated), plus a choice of which qubit holds each of the six outputs

11



24 pairs, all correct: compiled depth of each pair

row 1

row 2

row 3

row 4 134 135 134

col 1 col 2 col 3 col 4 col 5 col 6

Figure 12: Twenty-four paired circuits, all correct. Each cell is the compiled depth of one column
code (columns) paired with one row code (rows) from a single pairing run. Most of the variation follows
the column code.

Ro,...,Rs,fam, L and whether it is stored inverted. The code is correct if, on every column, it
writes a word the contract allows.

We search this space with simulated annealing [10], a random walk that proposes a small
change, always accepts it if the result is better, and sometimes accepts it if it is worse. The
chance of accepting a worse change shrinks as a “temperature” is lowered, which lets the walk
climb out of dead ends early on and settle down later. Our program, colsa.c, is about 300
lines of C. Its moves change a control, flip a control’s polarity, change a target or a gate type,
insert, delete, swap or move a gate, or move an output to another qubit. The idea is close
to stochastic superoptimisation [11], which searches machine code the same way, scoring each
candidate on test cases plus a cheap cost estimate; annealing has also been used to synthesise
quantum circuits directly [12].

Correctness in a few instructions. FEach candidate is checked on all 64 columns at once.
Every qubit holds one 64-bit integer whose bit z is that qubit’s value on column z, so a gate is
one AND and one XOR over all columns together:

Checking a candidate on all 64 columns at once (from colsa.c)

for (int k = 0; k < s->n; k++) { /* run the gate list */
const Gate *g = &s->glk];
uint64_t m = ~QULL; /* columns where all controls */
for (int j = 0; j < ncontrols(g->type); j++) /* are satisfied ... */
m &= g->p[jl ? ~vig->c[jl] : vIg->c[jll;
vig->t] “= m; /% ... get their target flipped */
}
/% then read the siz output wires and count columns whose word is not allowed */

A depth estimate in a few more. Compiling a candidate into u3 and cx gates and scheduling
it takes seconds. (Our compile chain runs a tket [13] peephole pass, the Qiskit transpiler [14] at
its highest optimisation level, and then our own scheduler, which reorders gates that commute.)
The annealer needs an answer in nanoseconds, so it uses an estimate, est: the as-soon-as-possible
depth of the gate list with fixed prices of 1 layer per cx, 7 per ccx and 13 per c3x, since a
multi-controlled gate becomes a block of several layers once compiled [15]. A refined version also
charges for how late each output becomes ready. The middle reads some outputs early, and an
output it waits for delays the middle and, through the undo, the end of the circuit as well.
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The energy. The walk minimises
E = 20-wrong + 3-max(0, est —cap) + 0.01-est + 0.001 - gates, (3)

where “wrong” counts columns whose word breaks the contract. Each time the walk finds a
correct code with est < cap, it prints the code and lowers the cap to est — 1, so it keeps pushing
for a shallower code:

The acceptance rule and the cap ratchet (from colsa.c, shortened)

‘ double T = TO * pow(T1 / TO, (double)it / iters); /* cool down slowly */
| State t = s; mutate(&t); /* propose a change */
‘ double e2 = energy(&t, cap, &w2, &est2);

‘ if (e2 <= e || runif() < exp((e - e2) / T)) { /* Metropolis rule */
‘ s =t; e = e2;

‘ if (w2 == 0 && est2 <= cap) { print_state(&s, est2, it); cap = est2 - 1; }

| 1

One core checks between two and three million candidates per second this way.

6.2 What the search found

The first large run used 24 chains of 300 million steps each: 12 from random gate lists and 12
seeded with our best hand-made column code (figure 13). Most random chains never reached a
correct code, and the three that did got there late. But those three found codes with estimates
of 69, 72 and 76. The seeded chains all repaired the hand-made code (which broke the contract
on 5 columns) and then stalled between 78 and 96: starting from our own design kept the search
close to our own design.

The code with estimate 72 became a circuit of depth 147, thirty-two layers below the hand-
made 179 in one step. Annealing the row side the same way and pairing gave 138. From there,
rounds of anneal, compile, keep the best on each side, a SAT-scheduled phase block, and the
refined estimate brought the circuit to 107.

12 chains from random starts, 300 M steps each lower is better

60 120
N random start, found a correct code
W random start, did not o hand-made code: est 112
BN this notebook (20 M steps) °
50 - S 110
=
o
o
g 40 - S 100 4
‘§ ©
s :
@ 30 1 2 90+ ‘
=] @ [ ]
S 20 A 19} J
S g 8 °
§- [ ]
] ° °
10 % 701 °
Qa
0y - - - - - - - - 60 : :
10° 10* 10?2 103 104 10° 106 107 108 random start hand-made start
(3 of 12 found one) (12 of 12)

annealing step

Figure 13: The first annealing run. Left: columns still wrong against annealing step for the 12
random-start chains (log scale). Green chains reached a correct code; the dashed orange trace is a
20-million-step chain run live in the companion notebook. Right: the best estimate of any correct code
per chain. Random starts found fewer correct codes but much better ones.

6.3 Is the estimate a good stand-in for depth?

The annealer never sees the real depth, so the method rests on one question: does a lower est
mean a shallower circuit? There are three reasons to expect it.
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e The codes are most of the circuit. In the 106-layer circuit, removing the middle’s phase
block left 93 layers. In the 95-layer circuit, everything except that block fits in 86 layers.

e The prices roughly follow the compiler. A multi-controlled gate costs several layers
once compiled, and the estimate charges it that way.

e Codes are paid twice. By the first pricing rule, a layer saved in a code saves two layers of
the circuit, so the estimate measures the part of the circuit that counts double.

Figure 14 tests it. On the left, codes from the campaign’s archive of 296,770 column codes
are grouped by estimate and compiled. Lower estimate means shallower circuits: the median
compiled half circuit climbs from 111 to 131 layers as the estimate goes from 57 to 64. Over
13,830 compiled half circuits, the refined estimate ranks codes in nearly the right order (rank
correlation 0.89, against 0.87 for plain as-soon-as-possible depth).

On the right is the catch. Sixty codes with the same estimate compiled to anything from 127
to 148 layers. Near the best codes the estimate’s rank correlation falls to about 0.27. In the first
run, the code with estimate 69 became a circuit of 167 layers, while the code with estimate 72
gave the 147. The spread comes from the last step of compilation, a scheduler that reorders
gates which commute. Depth after the earlier compile steps ranks the final depth at only 0.35 to
0.36, and no cheap formula we tried predicted the scheduler.

archive codes ranked by est, then compiled 60 codes with the same est (59-60): 21 layers of spread

140

—@— median compiled depth 10 A
135 - best compiled depth
375 codes

-
N
v

half-circuit depth (layers)
-
N
o
codes

T T T T T T T T T T T T
56 57 58 59 60 61 62 63 64 65 130 135 140 145
depth estimate est (refined) compiled half-circuit depth

Figure 14: The estimate as a compass, not a judge. Left: archive codes grouped by estimate and
compiled into half circuits; lower estimates give shallower circuits on average. Right: 60 codes with the
same estimate (59-60) spread over 21 layers once compiled.

So the search ran as a funnel (figure 15). The annealer explores with the estimate, every
correct code it prints is compiled, and only compiled depth decides what is kept and what seeds
the next round. Pairing a fast, approximate search with a slow, exact check is also how recent
quantum circuit optimisers work [16].

7 From 107 to 95: polishing a finished circuit

At 107 layers the code search stopped improving: every search we ran came back with the
same best column code. The last twelve layers came from tools that change the circuit without
changing what it computes. Each one either reorders gates that commute [17], or rebuilds a small
block of the circuit with an exact solver [18].
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.
next round
1

anneal
mutate a gate list, check it against
the contract on all 64 columns at
. once, price it with the estimate est
’ millions of candidates per second

|
correct codes, low est
Y

compile
every correct code the chains print is built
into a real u3 4 cx half circuit and scheduled
seconds per code

|
measured depth

Y
. keep
~< rank by the compiled depth; the best few
seed the next round of chains, and the
best column and row codes are paired

Why an estimate at all. A com-
pile takes seconds; the estimate
takes well under a microsecond.
By compiling, one core could judge
tens of thousands of codes a day;
with the estimate it judges billions.

Why compile anyway. Over many
codes the estimate orders real
depth well (rank match 0.89), but
60 codes with the same estimate
compiled to anything from 127 to

148 layers.

Figure 15: The search loop. The cheap estimate decides where to look; the compiler decides what to
keep. The best codes of each round seed the next round, and the best column and row codes are paired.

depth /cx  what bought it
107/279 one gate that reads both sides, ccx(qo, i1 — ¢3): six fewer cx
106/279 the phase block has 238 equivalent schedules; one of them saves a layer
98/269 a cheaper three-control gadget, the full tket [13] pass, and an exact CP-SAT [19]
reschedule
97/267 how each multi-control gadget is compiled, chosen for pairs of neighbouring gadgets
at once
96/273 one-qubit gates moved out of runs of gates they commute with
95/279  the phase block rebuilt by a SAT solver [20] inside the rest of the circuit
95/272  the same block with 19 cx, the fewest this block can have

Figure 16 puts these steps at the end of the whole history. The largest single drops came
from changing what we searched over: one sandwich instead of three, then codes instead of
circuits. Polishing paid steadily but in small steps.

our circuits from depth 231 to 95 (the baseline is 5329, far off the top of the plot)
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Figure 16:

Our circuits from depth 231 to 95, each point a stored circuit re-measured by the

companion notebook. Grey: designed by hand. Orange: codes found by search. Blue: a finished circuit

packed more

tightly. The baseline, 5329, is far off the top of the plot.
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7.1 Why it stops at 95

Figure 6 already showed the culprit: the helper g6 is busy in every one of the nine middle layers.
Every longest chain of gates in the circuit runs through the phase block on ¢i6. If that block
takes K layers on qig, a solver fits the rest of the circuit in exactly 86 + K layers, for every K
from 0 to 9. And the block cannot take fewer than 9 layers on g14: the solver proves 8 impossible
even when the block’s other qubits get all the time they want. So 86 +9 = 95. A circuit of depth
94 needs a different middle, one whose phase block spends fewer layers on g6, or a comparison
that hands ¢4 over sooner.

8 What did not work, and what we would keep

8.1 Routes that did not go below 106

Before polishing, we spent a long time trying to make the codes themselves shorter than those
of the 106-layer circuit. Figure 17 sorts the routes we closed by why they failed. Most of them
ran out of helper qubits: a clean spare qubit would have helped, and with six helpers neither
side could give one up. Others made one side cheaper only by making the other side’s contract
tighter, and the column side, which sets the depth, always paid. A few searches spent their
whole budget and returned nothing. The last group failed because a number measured in one
setting was reused in another; re-measuring was itself worth a layer.

8.2 What carried the result

1. Pick a shape that packs. One sandwich with the two codes on disjoint qubits costs the
longer code, where per-shape sandwiches cost the sum of all of them.

2. Describe the picture with small codes. A radius per column and a distance per row
turn four shapes into one comparison and a few products of flags.

3. Write down the freedom. The contract lists every word each column and each row may
use. It makes the two codes independent, so pairing costs nothing, and it makes checking a
candidate a table lookup.

4. Search with a cheap compass, decide with the real compiler. The estimate steered
billions of annealing steps; only compiled depth decided what we kept.

5. Polish last. Exact rescheduling and SAT re-synthesis of small blocks took the final twelve
layers without touching the codes.

8.3 Tools we used

Besides our own annealer, the work relied on open tools. Code circuits were compiled with
tket [13] and the Qiskit transpiler [14]. Exact rescheduling used the CP-SAT solver of Google
OR-Tools [19]. The phase block was re-synthesised as a SAT problem, encoded with PySAT [21],
solved with CaDiCaL [20] and Kissat [22]. The first whole-logo circuits were evolved with
ShinkaEvolve [5].

8.4 Where to find everything

Everything below is in the folder that comes with this report.
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Figure 17: Closed routes, sorted by why they failed.

a clean wire for the middle. The row side
would have to leave its garbage wire at 0 on
every row, the column side a helper; both
cost far more than the middle saves

helper-starved
a clean wire would do it,
and no side can spare one

an eleven-wire column code. It borrows q;2,
so the row side must fit 64 distinct words on
seven wires; the row half then lands near 168
and the word with it

time-sharing gi12. The column side holds it
live over layers 0 to 49 of its 49, the row side
over 0 to 48 of its 48: no window on either
side

the three-factor middle. Its row codes are
legal only on tight contracts, and on those
contracts the column side costs more than
today’s whole word

contract-starved

each side reaches its good
number on a contract the
other one cannot meet

the lean middle. Ten layers cheaper on each
half, but its codes cost 87 and 108, where
the final codes cost 53 and 48

the two-stage ripple. It hands the row side
more room and takes it off the column side,
which is the half that sets the depth: 158 to
178 allowed column words, where the final
contract has 323

the column code by SAT alone. 106 solver
cells at 900 to 1500 seconds each, CaDiCalL
and CP-SAT side by side: not one verdict,
neither a code nor a proof that none exists

search-failed
the tool ran its full budget
and came back empty

the joint annealer on both codes at once.
Every chain ends on the same pair of costs,
and no pair it stored was cheaper than the
pair already in hand

the table-split rungs. On every rung the
column side gets cheaper and the row side
blows up; on the widest rung no row code
was found at all

the archive filter. “recorded half at most
105" was a number from other campaigns’
middles. With no filter the archive holds
639,093 codes: the scan had seen one code
in twenty

measurement error

a number reused outside
the run that made it: a
stored estimate is valid
only in its own campaign

the annealer’s objective. Its output offsets
were fitted to the previous schedule, so every
archived column code was found by a search
aimed at the wrong target

the middle’s schedule. 238 schedules were
ranked once against a 113-layer word and
never re-ranked; re-ranking them was worth
one layer, free

Three of the four reasons are about resources

(helper qubits, contract room, search budget), and the fourth is about stale measurements.
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this report logo-oracle-depth-95-explainer.pdf

companion notebook classig-challenge-depth-95-explainer.ipynb
its one helper script depth95_helpers.py
the final circuit data/oracle-depth-95-cx-272-6cdddada.qasm
every circuit of figure 16 data/ladder/
the annealer (C source) data/colsa.c
codes, contracts, a pairing run data/rec138.json, data/*-contract-138. json, data/pairl/
annealing logs, proxy test data/runl/, data/col-60. jsonl
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